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HW-SW Partitioning for H.264 D1 decoder

58,97326,2109,8302,184721242,687245,784214,815Total
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Loader
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An example: H.264 D1 decoder with 4 RISC Cores

RISC Core

I$ D$

RISC Core

I$ D$

RISC Core

I$ D$

RISC Core

I$ D$

MC
(HW)

DF
(HW)

RFL
(HW)

Recon
(HW)

Slice-level
decoder, VLD

nC Calculation 
block, Intra 
(chroma)

Intra (luma)

ITQ

DEOS DEOS

DEOS DEOS

A multiprocessor-based
H.264 decoder system

IDLE
Syncronization
Interrupt setting & handling

Scheduling & context switching
Communication
Computation

Profiling results for Intra Pictures (RT-level simulation)

IDLE cycles

multithreading overheads

channel access overheads!!
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Computational
Load
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Channel Access
Overheads
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Multithreading
Overheads
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only 28% for computation
lower S/W performance

(D1 10 fps)
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Complexity Overhead

ARM9TDMI

OS

Thread0

I$ D$

IPC
Controller

ARM9TDMI

OS

I$ D$

ARM9TDMI

OS

I$ D$

ARM9TDMI

OS

I$ D$

4KB 2-way Set-Associative Cache

3.5K gates for controller

6.0K gates for TAG memory

32K gates for cache memory

{ARM9T+4KB I$+ 4KB D$}*4 
= 532Kgates

Large area overhead

Thread1

Thread2

Thread3

Thread4

Thread5

Thread6

Thread7

Thread8

Thread9

Thread10

Thread11

Thread12

Thread13

Thread14

Thread15

We need a simpler RISC cluster with higher performance!
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Solution: A cluster of  SMT processors

Simplified SMT Architecture

Thread0

I$

D$

Thread1
Thread2

Thread3

R0
R1
R2
R3

R31

…

R0
R1
R2
R3

R31

…

R0
R1
R2
R3

R31

…

R0
R1
R2
R3

R31

…

Execution

Decoder

Context
Selection

Memory

Write-back

MUX

Inst codeInst code
Inst codeInst code

Can hide cache miss penalty with low 
overhead context switching

Examples: MIPS32K®, SPARC V9 processors

10~20K
gates

1.1ns101.9K1.1ns78.4K1.1ns53.7K1 ns18.8K2432

1.1ns89.6K1.1ns69.8K1.1ns45.7K1 ns17.0K2332

1 ns38.0K1 ns29.6K1 ns20.0K1 ns9.1K2416

1 ns36.3K1 ns28.8K1 ns18.9K1 ns8.4K2316

delayGatesdelayGatesdelayGatesdelayGates

4-bank3-bank2-bank1-bank

Logic complexity (Gates) and delay (ns)Write 
port

count

Read 
port

count

Register
count

1.1ns101.9K1.1ns78.4K1.1ns53.7K1 ns18.8K2432

1.1ns89.6K1.1ns69.8K1.1ns45.7K1 ns17.0K2332

1 ns38.0K1 ns29.6K1 ns20.0K1 ns9.1K2416

1 ns36.3K1 ns28.8K1 ns18.9K1 ns8.4K2316

delayGatesdelayGatesdelayGatesdelayGates

4-bank3-bank2-bank1-bank

Logic complexity (Gates) and delay (ns)Write 
port

count

Read 
port

count

Register
count

• can support a large number of threads
• large area overhead
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Solution: Hardware-accelerated Kernel

RISC Processor

Simplified OS

Thread0

I$ D$

Kernel
Accelerator

• Task scheduling

• Mutex & semaphore

• Time management

Examples: δ framework, Real-Time Task Manager

Silicon TRON, Real-time Unit

Interrupt

Use simplified OS + kernel accelerator

N/A

128

190K

64

100K

32

40K

16

Area

(Gates)

# of Task

Example: Silicon TRON

• Reduce scheduling overhead 

• Context switching overhead need to be reduced more

• Hardware kernel accelerators need to be more area-efficient

Kernel accelerator
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Our Solution: Configurable RISC Cluster

Hardware Operating System Kernel

• task scheduling
• context pre-fetching
• context switching
• semaphore & mutex
• interrupt handling

Area-efficient
RISC
Core

Area-efficient
RISC
Core

Area-efficient
RISC
Core

• simple RISCs
(25 ~ 32K gates}

• reduced context

Shared Caches

• efficient use of caches
• more area-efficient
• no cache coherency problem
• need to reduce cache conflicts

Communication
Co-processor (CCP)

H/W
Block

H/W
Block

• direct connection with
H/W blocks by channels

• communication with single
instruction
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Simple RISC Core

Sharing a multiplier

0.43%0.00%0.00%0.43%EncryptionPGP

0.13%0.12%0.00%0.01%VideoEPIC encoder

0.22%0.00%0.00%0.22%VideoMPEG decoder

0.45%0.00%0.07%0.38%VideoJPEG decoder

9.88%2.12%4.62%3.13%AudioGSM encoder

0.53%0.00%0.01%0.52%AudioG721 decoder

Total
multiplications

Two word-size
operands

One word-size
Operand

Half-word 
operand only

Category
Applications

(Mediabench-I)

MU

ConfigCore ConfigCore ConfigCore

Multiplier
Bus

ARM9TDMI: a 32x16 multiplier (13,212 gates)
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R0

R1

R2

R3

R4

R5

R6

R7

R8

R9

R10

R11

R12

R13

R14

R15

System & User

R0

R1

R2

R3

R4

R5

R6

R7

R8

R9

R10

R11

R12

R13

R14

R15

FIQ

R0

R1

R2

R3

R4

R5

R6

R7

R8

R9

R10

R11

R12

R13

R14

R15

Supervisor

R0

R1

R2

R3

R4

R5

R6

R7

R8

R9

R10

R11

R12

R13

R14

R15

Abort

R0

R1

R2

R3

R4

R5

R6

R7

R8

R9

R10

R11

R12

R13

R14

R15

IRQ

R0

R1

R2

R3

R4

R5

R6

R7

R8

R9

R10

R11

R12

R13

R14

R15

Undefined

CPSR CPSR

SPSR

CPSR

SPSR

CPSR

SPSR

CPSR

SPSR

CPSR

SPSR

Banked register

ARM9 processor supports 

six operation modes

Total 37 banked registers 

additional 20 registers that 

support multiple modes.

(about 10Kgates)

Simple RISC Core

Eliminating banked registers
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32-bit bus: 17 cycles
64-bit bus: 9 cycles
544-bit bus: 4 cycles

Context switching order

R15 (PC) R14 R13 …

Hardware Operating System Kernel

Architecture of the HOSK

SDRAM
or 

SRAM

SDRAM
or 

SRAM

ConfigCore
Context

controller

HOSK

R0
R1

R15 (PC)
...

Context Buffer

Thread
Manager

context switching bus

Context
Memory

Thread
Control
Memory

Main
Controller

Datapath

R0
R1

R15 (PC)
...

Register File

coprocessor bus 

ConfigCoreConfigCore

Context 
Manager

Pre-fetch or save contexts

in background!

Task Scheduling & 
Semaphore Control
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Hardware Operating System Kernel

Multi-threading Overheads of the HOSK

0

10%

20%

30%

40%

50%

60%

70%

80%

10,000 1,000 500 100

32bit + RF
32bit + SDRAM
544bit + RF
544bit + SDRAM
Software OS

Context Switching Interval (Instructions)

Multi-threading
Overheads

3%

32%

71%

No solution

2%
4% 4%

1% 1%

18%

59%

4%

44%

4 Concurrent JPEG threads on a processor

Bus width + TCM

Context memories
SDRAM
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Sharing Instruction Cache

Observations

90% of instructions are sequentially fetched: predictable.1

Cycle-per-instruction (CPI) is not 1 but 1.3 ~ 1.52

The code size of each of the threads is different3

2.4KB8.0KB2.4KB5.9KB0.9KB1.0KB6.4KB
Code

Size

Inverse

transform
IntraVLDmvddfsvdfshslice ctrl

A large SRAM is more compact than a set of several segmented SRAMs4
32x256: 1.4 gates/bit 32x512: 1.0 gate/bit 32x1024: 0.8 gates/bit

Sharing I-cache
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Shared Instruction Cache

2-way Set-associative Shared Instruction Cache

ConfigCore ConfigCore ConfigCore ConfigCore

SRAM SRAM SRAM SRAM

Code 
Buffer

64

32 32

64

32 32

64

32 32

64

32 32
Cache

Controller

Register
File

Register
File

Bank
selectors

Tag Memory

Cache Memory

p1 p2 p3

p1
p2
p3

p0

Pressures

b.c. b.c. b.c. b.c.

PC PC PC PC

b0

b1 b2 b3

b0 b1 b2 b3

Block-Fill
Controller

on-chip bus

Bus-master interface

block-fill-request

branch status

4 instructions
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Performance degradation due to fetch conflicts

Sharing Instruction Cache

0

20%

40%

60%

80%

100%

120%

0 5% 10% 15% 20% 25% 30% 35% 40%

Core=2, CPI=1.0

Core=3, CPI=1.0

Core=4, CPI=1.0

Core=2, CPI=1.35

Core=3, CPI=1.35

Core=2, CPI=1.5

Core=3, CPI=1.5

Core=4, CPI=1.5

Core=4, CPI=1.35

# of executed instructions

# of taken branch instructions
X 100( ) %Branch ratio = 

Performance
Degradation # of executed instructions

# of stalled cycles due to I-$ sharing
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16.68.583.6820.9610.44.134.817.026.2920

9.555.812.3111.936.152.622210.433.7515

4.452.471.225.843.071.3811.35.461.9810

1.280.870.51.71.10.543.931.940.825

Core 4Core 3Core 2Core 4Core 3Core 2Core 4Core 3Core 2
Branch 
Ratio

CPI = 1.50CPI = 1.35CPI = 1.00

16.68.583.6820.9610.44.134.817.026.2920

9.555.812.3111.936.152.622210.433.7515

4.452.471.225.843.071.3811.35.461.9810

1.280.870.51.71.10.543.931.940.825

Core 4Core 3Core 2Core 4Core 3Core 2Core 4Core 3Core 2
Branch 
Ratio

CPI = 1.50CPI = 1.35CPI = 1.00

Typical
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Sharing Data Cache

Sharing a data cache among the RISC cores 
doest not require a cache coherence protocol. 

Observations:

Prediction-based pre-fetching does not work2

About 75% of the data accesses are for stack memory3

Keep the history of data cache hits near the stack pointers
And skip tag matching  if the requested block is in the history.

Idea:

Load and store instruction are about 15% 1
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Architecture of Shared Data Cache

Sharing Data Cache

Logic Complexity: 27KGates for 4-core 4-way 8KB shared data cache with 2 histories for each core
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Performance loss due to access conflicts

Sharing Data Cache

0

1%

2%

3%

4%

5%

6%

7%

8%

9%

10%

0 1 2 3 4

Performance
Loss (%)

Number of entries in the history

Core = 4

Core = 3

Performance losses with different number of entries in the history.
(H.264 decoder example)

In a H.264 decoder with the proposed multithreading cluster, 

load/store instructions are about 15%

Displace = 64 bytes
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Communication Co-processor: CCP

S/W Code for Inter-processor Communication

SC_MODULE(cmpt)

{

sc_port<sgi<u_short> > i_code;

sc_port<spi<u_int> > o_value;

void do_cmpt(void) {

while(1) {

….

u_short code = i_code->get();

….

o_value->put(result);

} 

};

class sc_port
{

sc_module* operator->(void)
{

return m_object;
}

}

Virtual method call

ldr r0, [fp, #52]   # 1 cycle
ldr ip, [r0]           # 2 cycle
mov lr, pc          # 1 cycle
ldr pc, [r5]          # 5 cycle

stmfd sp!, {r4, r5, lr} # 3 cycle

ldmia sp!, {r4, r5, lr} # 3 cycle
…

Total 15 cycle + cache misses
+ caller-save registers

13 inst.
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Communication Co-processor: CPP

Automatic CCP Generation

SC_MODULE(cmpt)
{

inline u_short i_code_get(void) { 
int result;

__asm__ (“mrc p0, 1, %0, c9, c0, 2\n” : “=r”(result”));

return result;

}  
void do_cmpt(void) {

while(1) {
….
u_short code = i_code_get();
….

mrc p0, 1, %0, c9, c0, 2

(no cache misses)

(no saving caller-save registers)

ConfigCore

Co-processor
bus

CCP

TL descriptions of 
modules

(SystemC)

TL descriptions of 
modules

(SystemC)

Transaction level
descriptions of 

modules
(SystemC)

C/C++ syntax
parsing & interface

analysis

Generation of
inline interface 

adapters

Generation of
HDL description 

of CCP

compile

HOSK

HW
Block

channel
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D1 H.264 decoder using a RISC cluster

Case Study: H.264 decoder

Software Modules
• Sequence-level parser
• NAL decoder
• VLD
• nC calculation block
• Slice-level parser (4 threads)
• Inverse transform block (ITQ) (5 threads)
• Intra prediction block (2 threads)

Hardware Modules
• Inter prediction block
• Reference image loader block
• De-blocking filter block
• Reconstruction block

Multithreading Cluster
• Four RISC cores

• 16KB Shared instruction cache

• 8KB Shared data cache

• Area: 214KGates + 24KB

• Clock Frequency: 200 MHz

ConfigPro

Communication Co-processor
(5K Gates)

ConfigCore
(32K Gates)

ConfigCore
(32K Gates) ConfigCore

(32K Gates)

16KB Shared I-$: 24.5K Gates+ 16KB (133.1K Gates)

Shared
Multiplier

Unit
(4.5K 

Gates)

Hardware 
Operating 

System
(15.9K Gates)

ConfigCore
(32K Gates)

8KB Shared D-$: 27KGates + 8KB (91.1K Gates)

TCM
(9.2KGates)

SDRAM (DDR)

LDPB
CDPB

dflup_array
dfcup_array

mvref_bc
ipupc_array
ipupl_array

CPB

ipred_array

mvbuf_array
mbinfo_array

nzcbuf_array

context 
memory

program
binary

software heap 
memory

software stack 
memory

Reference
Image Loader

Inter
prediction

Reconstruction

dfleft_array
RF (128B)

dftemp_array
RF (128B)

RF 256B

RF 96B

nC 
calculation

slice-level
parser

VLD
seq-level

parser
NAL

decoder

De-blocking
Filter

SRAM 
256B

RF 64B

RF 512B

SRAM 
1KB

RF 64B

Software
modules

Intra
Prediction

Inverse
Transform

Chroma
Predictor

Luma predictor

2 threads

dfsh

dfsv

mvd

slice-level parser

4 threads

engine 1

engine 2

engine 0

Transform Control

5 threads

engine 3

214K Gates + 24KB
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Complexities

Case Study: H.264 decoder

ConfigCore (32K Gates)
• ARM9 ISA
• Branch prediction (4-entry)
• Out-of-order completion
• Decode-stage branch
• HOSK support
• Shared multiplier unit

ARM9-Experimental (42K Gates)
• ARM9 ISA
• Branch prediction (4-entry)
• Out-of-order completion
• Decode-stage branch
• SPSR registers, banked registers except FIQ
• Privileged mode LDM/STM
• Dedicated multiplier unit
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Performance Comparison

Case Study: H.264 decoder

ConfigPro

4 Cores

Shared 16 KB I$, 8KB D$  

100

200

300

400

500

600

700

800

62%

6%

5%

Stalls due to I-$ miss

(Total Code Size = 28KB, Total Data Size = 6.4KB)

Stalls due to I-$ sharing

14%IDLE cycles

4%Stalls due to multithreading

D1 30 fps
MIPS

28%

28%

22%

22%

ARM-based Multiprocessor

4 Cores

Separated 8KB I/D$

5%Stalls due to D-$ 

D1 10 fps

channel access
overheads

Computational
work load

Multi-threading
overheads

IDLE
cycles

4%Channel access overhead
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Summary

• For video applications we implemented an efficient RISC 
cluster  that consists of

4 simplified RISCs with shared I and D caches,
a hardware scheduler, and
a communication co-processor

• It is useful for fine-grain multi-threading applications.

Thank you!
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